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ABSTRACT

The rise of social networks and blogging sites has resulted in enormous amounts of information
about people, news, and culture being made publicly available online, followed by an increasing
interest in utilizing this information to solve many important problems. This thesis presents a
review on the literature about various text mining techniques as they have been applied to
analyzing social media data and short bodies of text. It first analyzes unsupervised methods,
focusing on clustering, and then reviews a number of supervised methods. We also emphasize
current efforts to improve some of these techniques through preprocessing and data enrichment.
Two experiments were conducted which attempt to apply different data enrichment techniques to
supervised methods in order to improve their performance in the realm of situational awareness
on Twitter data.

A number of previously unused models for supervised classification of

microblogs are also explored and analyzed. The results of these experiments as well as the
efforts of others suggest that the effects of preprocessing and data enrichment on model
performance are highly nuanced, depending on the type of model the type of problem at hand.
Finally, many future directions for improving classifiers of situational awareness are proposed.
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1) INTRODUCTION
Text mining is the discovery of information in unstructured text through the use of
statistical pattern learning algorithms [5]. Unlike search, which identifies somewhat trivial
information which is already known by someone else, text mining reveals information that has
only come to be known through these means. It is an interdisciplinary field that draws on
knowledge from linguistics, statistics, data mining, machine learning, and information extraction
and retrieval. It has become a very important research area in recent years and will likely remain
so, as unstructured texts are our largest available source of knowledge [5].
With the recent rise of both social networks – in particular, their large bodies of
extremely short posts – and the field of text mining, the collection of literature about the
intersection of these two areas is fairly small but increasingly important. Facebook and Twitter –
two of the leading social networking sites – currently have 800 million and l00 million active
users, respectively [3]. Much of the text that these users generate is publicly available and
conveys information such as their likes, dislikes, interests, observations, opinions, and activities.
Pulling information from these sites allows one to collect data from a very large and diverse user
base, which, as many businesses and institutions have recognized, provides unique opportunities
for gathering knowledge about advertising, public opinion, business intelligence, document
summarization, situational awareness, recommender systems, spam detection, question
answering, entity extraction or resolution, and relationship modeling at a low cost [9]. Users and
their publications can also be clustered or classified, which can be considered an end in itself as a
means of uncovering unknown structures, trends, or topics in a dataset. Social networks have
enabled researchers to conduct large-scale studies in these areas which would have been
completely infeasible (both in terms of time and money constraints) without their existence.
However, the type of information in social media text presents a very specific set of new
challenges that are in need of further study. Processing texts like those in social media posts and
microblogs is particularly challenging because of how short and diverse the input is. The data is
made even sparser and noisier by the fact that users on these sites are disposed to using slang,
abbreviations, misspellings, inconsistent punctuation, and irregular or incorrect grammar. This
occurs either in attempts to create posts that fit a specific character limit, such as the 140character tweet limit on Twitter, or simply because formal writing is neither necessary nor
5

appropriate here. Since social media sites are highly informal settings, the main goal is simply to
communicate; therefore, many users write in a way that parallels how spoken rather than written
language is used [9]. Finally, many of these sites are cluttered with spammers who try to
automatically emulate human posts [26]. Most spam is irrelevant or nonsensical to a human user
and thus must be identified and treated as false input in most text mining tasks.

Figure 1: Ten irregular tweets, pulled from Twitter’s trending topics lists
Due to these irregularities, we are likely to see better performance from statistical models
typical of text mining than from corpus and rule-based natural language processing models [1].
Furthermore, text mining often yields nearly equivalent and sometimes even better performance
than more expensive NLP techniques even in traditional environments [1]. NLP techniques are
generally complicated by the fact that they are concerned with solving problems by means of
understanding natural language, while text mining techniques seek to solve problems using any
pattern available. NLP is a very complex and computation-heavy task that requires not just
knowledge of language, but also of the world. Researchers are beginning to turn to statistical
models or hybrid approaches over rule-based models within NLP itself as the Chomskian deep
structure model loses credibility in the academic community [1]. Until NLP can considerably
outperform text mining methods or be performed more efficiently, there is a great demand for
alternative approaches.
Despite all the complications that short, informal texts pose, mining this type of text in a
social media environment may not be a strictly harder problem than mining other types of texts.
API’s and search capabilities allow text miners to easily sort and filter posts, and accessible user
information can provide context for these posts and help us more easily understand them. In
some cases, such as with the microblogging site Twitter, hyperlinks and syntactical conventions
6

are commonly used to clarify the intent of the post [2]. Two such examples are the use of “RT:
(username)” to signify a re-tweet or duplicate message and the use of “@(username)” to signify
the intended addressee of a message. Finally, social networks have a particular structure, which
may also convey important information. Thus, one can often compensate for the noisiness of
social network data by incorporating other knowledge about the system. While this strategy is
not universally applicable, providing current state-of-the-art models with domain specific
intuition (when available) can provide us with considerably more accurate answers to important
questions or reduce the time and memory needed to solve a problem.
We will examine both supervised and unsupervised methods used on Twitter data and
how they compare. Since traditional methods which are augmented by external information such
as linguistic labeling, encyclopedic knowledge, and system metadata have generally performed
quite well in both supervised and unsupervised domains, we examine and attempt to extend
models for situational awareness using these methods. The findings of both experiments below
suggest that adding external information to classifiers is a highly complex and domain-specific
problem which likely requires study through trial and error. We then suggest a number of future
directions to improve and commercialize situational awareness classification for Twitter data.

2) UNSUPERVISED METHODS
Unsupervised learning tries to find patterns in completely unlabeled data. The model
used in doing so must therefore only rely on information contained within the data being
processed. Thus an unsupervised model constructed for one dataset can be used on any number
of other datasets of the same type without requiring retraining. Short texts exist around us in a
number of online environments: namely, in search results, RSS feeds, social media, and email
and other summaries. Since most of these sources store data in very large quantities, many text
miners prefer to use unsupervised methods whenever possible in order to avoid the need to
generate lots of training labels. Unsupervised learning also circumvents the issue that the
performance of one’s (supervised) classifier is dependent upon the quality of the training set
[22]. For large datasets, it can be rather difficult to pick a training set that accurately represents
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the data as a whole. The most popular method that has been studied in the context of short texts
and social media is clustering.

Figure 2: Standard workflow for unsupervised learning
2.1) Clustering
There are three main clustering methods which have been widely applied to social media:
these are centroid models, connectivity models, and graph-based models.

The K-means

algorithm is the most prominent example of a centroid model; first, as with the other methods, a
feature vector is created for each observation based on TF-IDF, or term frequency-inverse
document frequency. For short texts like tweets, some reduce this simply to IDF or use binary
feature vectors to denote the presence or absence of each word in a given tweet [17]. Then the
algorithm randomly chooses k vectors from the dataset and partitions all observations in k
clusters such that each observation belongs to the nearest mean.

After this, new means

(centroids) for each cluster are calculated, and the process continues until the centroids converge.
This method is favored because it is efficient – linear in runtime – however the process is highly
dependent on initialization and is sensitive to outliers [22]. It must be repeated numerous times
or assigned special start vectors to reduce the risk of an anomalous answer [22]. We ran a basic
K-means script on a sample of 50 tweets pulled from the user @harambeenet’s friends and found
different trials to return highly inconsistent results, with few discernible patterns. A few small
subsets of tweets would often be grouped together because of their high word co-occurrence, but
since tweets are so short, there is usually little co-occurrence overall. Thus, while K-means is
convenient for its simplicity, it is not very well-suited for short texts. This algorithm is also
prone to large disparities in individual cluster sizes [22] and requires the user to choose the value
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of k; these properties may or may not be desirable depending on the particular application at
hand.

Figure 3: A depiction of k-means clustering, from [15]
Connectivity models can be divided into partitional and agglomerative methods; the
former is a top-down approach, while the latter is bottom-up. Partitional methods, such as
Bisecting K-means, begin the clustering process with all data points in a single cluster, and then
split this cluster in such a way that maximizes the new clusters’ pair-wise similarities. This is
applied recursively, each time on the cluster with the lowest similarity score, until the desired
number of clusters has been created. Agglomerative methods, on the other hand, start with each
data point in its own cluster and continually merge the two most similar clusters into one, recomputing inter-cluster similarity at each iteration until there are k clusters left. Theoretically,
partitional methods are both more efficient and more accurate. Top-down methods have linear
run-times, while bottom-up methods are quadratic [8]. Bottom-up methods are also forced to
make early decisions based on local patterns, which cannot be undone later, while top-down
clustering has global information when making its first partition [8]. It has been shown that
bisecting k-means outperforms hierarchical agglomerative clustering of tweets, which in turn
outperforms regular K-means [8]. This is consistent with the fact that two local tweet vectors
may share several common words (like “stop-words’) without sharing any content words.
Agglomerative clustering may begin by erroneously grouping these tweets together even though
they have nothing in common semantically.
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Figure 4: A depiction of hierarchical agglomerative clustering

Figure 5: A depiction of partition-based clustering
Graph-based methods, specifically Affinity Propagation, have been deemed the most
effective form of clustering for short microblogs [17], producing only half the error of regular Kmeans (further research is necessary to compare its performance to bisecting K-means). Affinity
Propagation is distinct from the other clustering methods detailed here in that one does not
specify the number of clusters to create in advance. For this reason, other clustering methods are
best-suited for categorizing objects, while graph-based methods can effectively perform topic
modeling or reveal unknown patterns without requiring the user to find the ideal cluster size
10

through trial and error [10]. Affinity Propagation takes as input a set of pair-wise similarities
and then outputs a set of exemplar data points and a maximized cluster of data points around
these exemplars. At first, all data points are considered as exemplars, and then an optimal set
emerges through simultaneous maximization of user-specified exemplar preferences and the
sums of pair-wise similarities in each cluster [10]. This method provides an optimal solution in
that it minimizes the sum of squared errors [17]. Another interesting quality of this method in
the context of clustering short documents is that the exemplar documents are meant to be
representative of all points in its cluster.

Thus a large dataset could be summarized by

examining each exemplar. In a recent study, further investigation into the relationships between
users and exemplar tweets was proposed in order to determine how exemplar tweets were
distributed across users and how the number of followers one has correlates with the number of
exemplar tweets they generate [10].

Figure 6: A depiction of graph-based clustering
Multiple efforts have been made to supplement data in clustering methods performed on
short texts with outside information from Wikipedia. We built a Wikipedia corpus of all articles
on living people in order to investigate how leveraging outside knowledge about people when
examining the user and content of a tweet could improve short text clustering, but found that
collecting information about a limited domain would likely lead to information imbalances in the
data. Due to the lack of computational resources needed to expand this corpus, this project was
abandoned; however, we will investigate the results of two other studies in this domain. In both
cases, information from Wikipedia was leveraged to infer the topics discussed in result snippets
from a given web query or article snippets in RSS feeds. Further inquiry into when and where
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leveraging Wikipedia features is most helpful, how many features should be used, and how to
weight these features with respect to each other and the internal data is necessary [0].
In order to improve clustering of RSS feeds – a task which reduces “information
overload” by putting similar notifications together – the title and description of an object were
separated and the 10 Wikipedia titles corresponding to each with the highest frequency were
added to their feature vectors [0]. The two types of feature vectors were then weighted and
combined, and the RSS feeds were clustered using a variety of different clustering algorithms.
The Wikipedia information consistently improved performance, with the highest accuracy
recorded at 89.56% using a graph-based method and an average accuracy of 74.81%. The best
accuracy achieved by the baseline – also using the graph-based method – was 81.62% and the
average was only 56.14% [0].
Wikipedia knowledge was integrated in a much more complex way when clustering the
result snippets of search queries. Before pulling knowledge from Wikipedia, these results were
broken down into phrases, segments, and words so that they could be clustered hierarchically.
Factoring all three levels into the clustering algorithm allowed word order to be preserved and
helped combat polysemy [8]. Only phrases with two or more content words were enriched with
Wikipedia information, and the Wikipedia information used was a carefully controlled subset of
results. In general, this consisted of choosing a mix of results that had the highest TF-IDF
weight and results that had the highest match frequency [8].

Since Wikipedia content was

matched not just to words but also to phrases, new similarity measures were proposed to
determine the similarity between two phrases. This adapted similarity function merits deeper
investigation in the future, since similarity measures have the single largest effect on how data is
clustered. With bag-of-words clustering, the cosine and Jaccard measures are popular; the
Jaccard measure promotes the best accuracy when clustering short texts [17]. However, this
study was able to carefully construct a special hybrid that outperformed these traditional
measures [8].
Overall, the addition of Wikipedia information improves both basic bag-of-words
clustering and the hierarchical bag-of-features clustering method that was described previously.
Factoring in additional lexical information from WordNet for phrases with fewer than two
content words improved the model further [8]. This study corroborates the fact that external
12

knowledge from Wikipedia does improve clustering performance, and demonstrates that this
information can be incorporated in a number of ways. Even more exciting is that combining
methods of data enrichment – augmenting internal semantics by creating a hierarchical
processing structure, and adding external semantics from Wikipedia and WordNet – is shown
here to improve baseline clustering in an additive way.
2.2) Topic Modeling
Topic models are a popular alternative to traditional clustering; they can solve many of
the same problems in a slightly different way.

Clustering implies mapping the data to a

particular space because it relies on computing “distance” to determine similarity. On the other
hand, topic modeling takes a statistical approach, creating probabilities to tell us how similar two
elements are to one another. Topics are defined as a distribution of words that tend to co-occur
[16]. If documents share common topics, we can imagine that different topics have different
Markov transition matrices, which one can try to estimate through the words documents share
and their frequencies [1].
Two main methods within topic modeling are the Chinese Restaurant Process (CRP) and
the Indian Buffet Process (IBP). Documents are thought of as customers who choose tables
(words) or dishes (word frequencies) respectively, starting with the most common ones [1]. The
objects they choose have either a normal or Poisson distribution, and documents can either
choose objects that have been chosen before (this category increases as time goes on) or choose a
new object with different probabilities [1]. The similarity between documents is thus the number
tables or dishes they have in common. One way to model these choice probabilities for the CRP
is as follows:

where |b| is the number of elements in a block (table) in partition B, and α and θ are discount and
concentration parameters, respectively.
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While both topic modeling and clustering focus on examining common words between
documents, the methods are actually quite different. Clustering is based on the assumption that
measuring word overlap is a direct way of measuring topic association; similarity measures are
only concerned with which words in practice are associated with each other in a particular
collection of documents. Topic modeling, on the other hand, assumes that word patterns are only
indirect indicators of topic association, and that there is a deeper system that causes these
patterns to manifest themselves [1]. In this case, topics are more or less independent of one
another and are relatively fixed.
It is unclear which of these approaches better conceptualizes how language works. While
the idea of topics having definitions beyond their word components is attractive, most topic
model implementations imply that content words belong to a single topic [11].

This can,

however, be overcome using a hierarchical model that nests and IBP within the CRP. Despite
the fact that clustering and topic modeling are used for similar tasks, little comparison has been
made between the two methods. Instead, research has been focused on using topic modeling as a
basis for hybrid methods [11, 16]. In two studies, tweets from Twitter were clustered or ranked
by combining topic modeling algorithms with clustering and supervised learning, respectively.
The first clustered tweets into current event categories by clustering topic vectors of tweets rather
than word vectors [11].

The second added labels to tweets so that a topic model would

categorize them in both learned latent and labeled dimensions, thereby structuring tweets in a
more complex way [16]. While both studies reported accuracies significantly better than chance,
little effort was made to explain why topic modeling was selected as the underlying method of
the experiment. More time must be spent analyzing the mathematical properties of clustering
versus topic modeling and comparing their performances in different domains in order to
understand the strengths and uses of each.

3) SUPERVISED METHODS
There are many text mining problems which cannot be solved with unsupervised
learning. This occurs when the variables upon which the output must be computed are not the
same as the input observations themselves.

In other words, the user has a semantically
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conceptualized way by which the algorithm is meant to connect the input observations to output.
While creating training sets to be used in supervised learning can be very time-consuming
(especially where big datasets are concerned), supervised learning is nonetheless a highly useful
tool in text mining. Furthermore, innovations in crowdsourcing strategies and services such as
Amazon.com’s Mechanical Turk have made supervised methods much more practical than they
were in the past. Since tasks computers are normally trained to do through supervised learning
are relatively easy to accomplish with human intelligence, the creation of training sets can
simply be delegated to others.

Figure 7: Standard workflow for supervised learning
We will investigate two models for supervised learning: Naïve Bayes and Maximum
Entropy.

These methods are two of the most popularly used methods for supervised

classification, which is the focus of the two experiments that follow.

Other methods of

classification do exist, such as Nearest Neighbor and decision trees, and many statisticians
continue to develop other specialized models based on different distributions. Nearest Neighbor
is often dismissed in the area of short text mining due to its lack of scalability and attribution of
large weights to rare terms (many terms are rare in sparsely populated document vectors) [5];
however, we will show later that it can perform similarly to Maximum Entropy in classifying
situational awareness, and unlike MaxEnt can be parallelized [15]. Decision trees have lacked
popularity because they exhibit greedy behavior; in other words, they do not guarantee globally
optimal organizations, and doing so has been shown to be an NP-hard problem [5]. This was
addressed recently by the addition of “boosting” to decision trees to improve their performance
and by combining decision trees with other classification methods to form ‘ensemble methods’
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[7]. Therefore, further research into Nearest Neighbor and decision trees for classification is
merited, and will be explored later as part of Experiment 2.
3.1) Naïve Bayes
Naïve Bayes classifiers utilize Bayes’ rule to combine individual word probabilities and
derive the category that a document belongs to with the greatest probability [18]. In doing so, it
assumes that word probabilities are independent of one another. While this is clearly a false
assumption in the context of natural language, the results of this method are often still effective
since different results are simply used for comparison to one another [18].

In practice,

modifications can be made to the decisions rule that governs the ultimate classification of one’s
documents, such as adding minimum or maximum probability thresholds for specific categories.
Naïve Bayes is a manipulation of conditional probabilities, as follows. The probability of an
object belonging to a certain class C given that it is characterized by features F1 through Fn is:

Since we wish to compare proportions based on C, we are only actually interested in the
numerator in practice, which is p(C, F1,…, Fn) . This is proportional to:
.
Assuming conditional independence, the model can then be expressed as p(C)p(F1|C)…p(Fn |C),
which is proportional to:

.
Overall, the conditional distribution of the variable C can be expressed as:

16

where Z (the evidence) is a scaling factor dependent only on the feature variables and is constant
if all of these are known.
3.2) Maximum Entropy
The Maximum Entropy classifier is a feature-based model which differs based on the
number of classification categories. In the basic case of two categories, it performs logistic
regression, which generalizes to multinomial logistic regression when more categories exist [5].
Rather than counting up the number of feature and class co-occurrences like the Bayesian
classifier, it attempts to model the probability of a given outcome as a function of predictor
variables using the most uniform model that can satisfy the constraints [5]. Overall, Maximum
Entropy has performed better than Naïve Bayes in studies examining short text classification
with two categories [24, 5]. This is usually attributed to the fact that Maximum Entropy, unlike
Naïve Bayes, makes no assumptions about the independence of its features, and thus tolerates
feature overlap much better [5]. The Maximum Entropy model can be described as follows:

where c is the class, d is the tweet, and λ is a weight vector. This vector decides the significance
of a feature being classified, where a higher weight indicates that a feature is a strong indicator
for the class. It is found by numerical optimization of the λ’s to maximize the conditional
probability.
There are a number of drawbacks to Maximum Entropy classifiers though. First, their
performance appears to decrease exponentially, at a faster rate than other models, as the number
of classification categories increases [1].

Furthermore, it relies on the assumption of

independence of irrelevant alternatives (IIA), which postulates that additional possibilities which
exist outside the model do not affect the behavior of the system. While this is unlikely to be
problematic for “Yes/No” classifications, it can have a profound impact on modeling human
preferences and emotions. It is also less flexible than the Naïve Bayes classifier in that it must
be made aware of any relationships which are known to exist between categories; for example,
the categories in ranking problems have a specific order, which requires using ordered
17

multinomial logistic regression [7]. Finally, while Maximum Entropy may exhibit good average
or overall performance, making predictions for rare cases or outliers is problematic because data
points which do not fit the estimated function will be systematically classified incorrectly. In
other words, this model does not manage imbalance very well [7].

Figure 8: Depicts how MaxEnt classifies objects. Bimodal data or special cases will
always be classified incorrectly, as they lie on the incorrect side of the prediction line. They may
also skew the prediction line such that other objects are classified incorrectly as well.
Thus, Maximum Entropy is highly effective at classifying short texts into binary
categories, but it may not perform as well in other domains. Identifying the best classifier for a
given task greatly depends on the effect of each model’s mathematical properties in that scenario
and selection must be made carefully.
Like unsupervised clustering, supervised classifiers can also be enriched through various
preprocessing methods. Here we examine the effect of using codings derived from annotations
and natural language processing tasks on classifying situational awareness. In Experiment 2, we
compare other classifiers to Maximum Entropy in this problem domain and examine the result of
combining text data from Twitter with linguistic preprocessing and data about the users.
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3.3) Experiment 1: Extracting Situational Awareness from a Body of Tweets
3.3.1) Introduction
The term “situational awareness” (SA) can embody many different types of tasks.
Generally the field studies approaches to the questions: “What happened (or is happening)?”
“Why did it happen?” and “How should it be addressed?” in contexts ranging from network
security to military operations to natural disasters. The first of these questions is of particular
importance to agencies providing aid in mass emergencies that occur outside of the cyber world
and which require immediate action. Vast amounts of information about these events are
generated on blogs, microblogs, and social networking sites by those experiencing and
witnessing them; however, it is very difficult to filter through all of this data manually [25].
While a number of emergency response figures such as FEMA chief Craig Fulgate acknowledge
that these sources have provided some of the most detailed and timely information available
[20], little has been done to automate the process of mining for situational awareness, and further
resources must also be devoted to the process of establishing information credibility and
organizing it.
If identified rapidly, situational awareness from online sources can provide crucial
information that is useful for protecting the safety of others. Mining for situational awareness,
when executed correctly, would be capable of identifying situational awareness at a much faster
and more efficient rate than manual searching.

Recent studies have utilized information

extraction and natural language processing techniques, combined with common machine
learning algorithms to gather SA from Twitter with accuracies as high as 84%.

With

approximately 100,000,000 active users worldwide generating around 230,000,000 tweets per
day [13], it is no stretch to suggest that the microblogging site Twitter hosts gigabytes of
information about widely discussed topics. The lifecycle of a given tweet is also reasonably
short, so one can consistently view fresh information by the minute during a crisis event.
Furthermore, its hashtag system and 140-character-per-tweet limit is ideal for gathering SA
because it promotes concise and searchable messages [25]. Thus, the main objective of mining
for situational awareness is to separate tweets that relate to a particular event but which do not
provide SA from the tweets about a particular event that do. Tweets containing situational
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updates can then be examined collectively to gain both a broad and deep understanding of what
is happening.
A recent study from the University of Colorado, Boulder aimed to automatically identify
SA tweets using data – found by searching hashtags – from four different events.

After

automatically downloading 500 tweets from each event, tweets went through POS-tagging,
tokenizing, removal of confusing symbols such as “@,” “RT:”, and hyperlinks, and were
manually annotated (1/0) as objective/subjective, impersonal/personal, informal/formal, and
containing/not containing SA [24]. It was suggested that objective, impersonal, and formal
tweets were generally more action-oriented and likely to transmit valuable situational knowledge
about an event, whereas subjective, personal, or informal tweets would not correlate with SA.
Those of the latter type would likely be “general knowledge” or empathetic messages reaching
out to those under duress.

Using a Maximum Entropy machine learning algorithm from

MALLET, researchers were able to identify SA tweets with approximately 80% accuracy.
Furthermore, models created to identify SA from one emergency typically worked well on other
emergencies of a similar nature and magnitude.
3.3.2) Methods
This study was particularly attractive because its findings suggest that some of our basic
understandings of human social and linguistic behavior can be leveraged to improve the
performance of computational model for text. The theory behind this method is that using
linguistic heuristics like these can focus the algorithm on particular traits during classification,
which could improve accuracy and make for more intuitive processing. Of course this procedure
limits the input that can be used to gain situational awareness. Applying the linguistic traits of a
language to sort through data precludes one from processing tweets from other languages, which
may not have the same linguistic properties at all. When mass emergencies occur in nonEnglish-speaking countries, this algorithm’s usefulness may be limited.

Therefore, this

experiment aimed to study whether such a procedure could be generalized to other languages,
taking Spanish as a first example. It first attempted to replicate Verma, et al.’s results in English
using a dataset from a different event, and then retrained the algorithm using Spanish tweets and
annotations about the same event. Comparing the results would then provide valuable insight
into whether this technique can be generalized.
20

Experimentation was performed on sets of tweets about hurricane Rina, which hit the
Yucatan Peninsula on October 26th, 2011. While the disaster was not large enough to receive
international attention, it was significant enough to provoke a variety of responses on Twitter for
the few days that followed. Since Rina hit some of Mexico’s most popular beaches, it was easy
to uncover tweets on the event written in both English and Spanish. A total of 309 English and
350 Spanish tweets were pulled, after accounting for duplicates.
This experiment aimed to replicate Verma’s methodology as closely as possible.
MALLET’s built-in Naïve Bayes and Maximum Entropy algorithms were again used for
analysis, though the datasets used here were a bit smaller and POS-tagging and bigrams were not
used in any of the trials. Since Verma’s group had not yet released their data and annotations
from the paper, it is hard to be sure that classification was performed in the same way; however,
this study’s method of classification will be outlined here. All tweets were classified by us
manually. When classifying objective versus subjective, objective tweets were taken to be ones
that transmit observations or facts rather than judgment or opinion. Furthermore, a tweet was
considered subjective if any of its references were ambiguous, since incomplete information
suggests subjectivity. Impersonal tweets are indirect or passive, and generally do not contain
personal pronouns in the first or second person. Personal tweets may contain these pronouns or
they may not, such as when the tweet serves as a message that is clearly directed at another
person or contains inside knowledge. Formal and informal was the most difficult distinction to
make, since the nature of tweeting itself is quite informal. Traditionally, formal writing does not
contain contractions or abbreviations, deletions, slang, or fillers. It uses precise wording, good
grammar, the present perfect tense, few personal pronouns, and keeps the relative pronoun. On
Twitter, however, even very formal sounding messages may use abbreviations or deletions to fit
the 140-character limit. Thus, more importance was placed on the presence of slang, fillers, and
imprecise language to determine if a tweet was formal or informal. This may diverge from the
methodology of Verma, et al., however classification is often more art than science.
Below is a set of diagrams depicting prominent words in tweets that were classified as
containing situational awareness and not containing situational awareness, for both English and
Spanish tweets. These images essentially depict what a successful classifier should use to
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characterize tweets. They were generated using package ‘wordcloud,’ created by Ian Fellows for
R’s CRAN repository.

Figure 9: Word cloud of English tweets with (left) and without (right) situational awareness

Figure 10:Word cloud of Spanish tweets with (left) and without (right) situational awareness.
3.3.3) Findings
The findings in Verma et al. were successfully replicated. The Maximum Entropy model
was again found to be the more effective classifier, and performance of both classifiers was
comparable. Furthermore, Spanish outperformed English under both classifiers; a significance
level of 0.0025 was recorded using Naïve Bayes, while the significance level of the higher
achieving Maximum Entropy was lower, but still valid, at 0.02. It would be interesting to
examine why Maximum Entropy appears to solve this particular type of problem better than
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Naïve Bayes. The higher success rate in classifying Spanish may be due to the fact that Spanish,
being a direct descendant of Latin, has fewer irregularities than English, which has more
synonyms and borrowings and derives its grammar from numerous languages. It is also possible
that the Spanish dataset made for better training than did the English dataset. The Spanish tweets
contained a more even SA:non-SA ratio, whereas most of the English tweets were non-SA. The
Spanish set also contained more variation in the codings of tweets, while in the English tweets
these codings were generally either all-positive (+Objective, +Impersonal, +Formal) or allnegative (-Objective, -Impersonal, -Formal). This means the Spanish training set was likely to
be richer and also suggests that each coding conveys more unique information in this language.
Naïve Bayes

Maximum Entropy

English

0.7451612 +/- 0.050902

0.790322 +/- 0.058154

Spanish

0.8399999 +/- 0.052992

0.854285 +/- 0.053370

Verma

[0.710, 0.845]

[0.791, 0.890]

Figure 11: MALLET Classifier Performance
Unfortunately, while the findings in [24] were replicated, the results as published in their
paper were highly misleading. Verma’s study contained a number of variables that differed from
trial to trial; namely, which annotations were applied, whether these annotations were predicted
or performed by hand, and whether POS and/or bigrams were used.

Furthermore, no

significance tests were performed to determine which of these differences were actually
statistically significant.

Using 300-fold cross validation, this study in fact found that the

difference between performing classification with and without annotations in either language –
all else being equal – was not significant; in fact the difference in performance between
annotated and un-annotated English was found to be exactly zero. As a note, the performance
difference between English and Spanish remained significant in the case without annotations,
lending itself to the theory that the datasets themselves were what impacted performance
disparities. Comparing this to the results of [24], it holds that while using one or more codings
generally improved classifier performance, the particular combination of codings that performed
best in their studies was highly inconsistent. Using all 3 codings in the Maximum Entropy
model only yielded the best results in two out of the five cases, and did not perform best in any
of the cases under Naïve Bayes. Most trials also incorporated POS tagging and/or bigrams,
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which could have interacted in some way with the annotations. Finally, there is still no way of
knowing which of these performance increases were actually significant.
Another blunder committed by Verma et al. was reversing the causal force between
objective/impersonal/formal traits and the presence of situational awareness during initial
investigation. Verma’s observation prior to experimentation was that situational awareness
tweets are more likely to be objective, impersonal, and formal. However, the chance of a tweet
being objective, impersonal, and/or formal given that it contains situational awareness is very
different from the chance of a tweet containing situational awareness given that it is objective,
impersonal, and/or formal, which is what this study set out to test. Below is a set of tables that
provide these conditional probabilities in the correct order for this study’s datasets. Clearly
causality in this direction is not nearly as predictive as what was presented in Verma’s initial
table (also below). While some types of 3-tuples are predictive of SA, others are not. And the
presence or absence of single traits does not predict much better than chance.
Objective

Impersonal

Formal

SA

~SA

SA

~SA

SA

~SA

RR09

87%

56%

88%

53%

81%

46%

RR10

90%

51%

90%

48%

89%

48%

Haiti

83%

50%

78%

54%

76%

41%

OK Fire

88%

80%

64%

34%

77%

51%

Uniform

87%

53%

81%

47%

85%

44%

Figure 12: From [24], P(Trait|SA)
# tweets

%SA

Objective

203

42%

Impersonal

220

55%

Formal

196

60%

Figure 13: Predictability of SA from a Single Trait in English, P(SA|Trait)
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SA

~SA

Total (/309)

%SA

000

4

42

46

8.7%

001

2

6

8

25%

010

2

31

33

6%

100

1

15

16

6%

011

4

15

19

21%

110

8

10

18

44%

101

5

14

19

26%

111

108

42

150

72%

Figure 14: Predictability of SA from a 3-tuple in English, P(SA|3-tuple)
# tweets

%SA

Objective

195

41%

Impersonal

187

40%

Formal

201

38%

Figure 15: Predictability of SA from a Single Trait in Spanish, P(SA|Trait)
SA

~SA

Total (/350)

%SA

000

1

69

70

1.4%

001

0

26

26

100%

010

1

33

34

3%

100

0

25

25

100%

011

3

27

30

10%

110

7

18

25

28%

101

10

37

47

21%

111

63

35

98

64%

Figure 16: Predictability of SA from a 3-tuple in Spanish, P(SA|3-tuple)
It appears that the use of linguistic intuition to improve classifier behavior was not
consistently successful. In hindsight (on top of what has already been discussed) this is perhaps
unsurprising, since in this implementation adding a single annotation to each tweet is analogous
to adding an extra word. Even if the annotation that was included does happen to be highly
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predictive of SA, it carries little weight in the context of approximately 20 other words, on
average. What likely occurred in Verma et al.’s study was the emergence of differing classifier
performance at random. This is a commonly occurring statistical phenomenon in studies where a
small number of datasets are used to perform many different, but related tests. However, since
there were insufficient controls to rule out this or any other possibility, we will never know for
sure what caused these results. But if SA datasets are largely unaffected by annotations, as it
seems is the case, time spent creating these annotations would be better used gathering a larger
corpus to analyze or simply by passing along the results of the algorithm to human readers and
emergency response teams sooner, since time is of the essence when responding to large-scale
disasters.
3.3.4) Conclusion
Due to the unexpected outcome of preliminary testing, this study stopped short of
identifying any cross-language heuristics that could be used in evaluating multiple corpuses with
information about the same event, but in different languages. Nonetheless, the findings noted
here are significant because they suggest the need for a new direction in SA algorithms. Utilizing
Information Extraction algorithms such as Naïve Bayes and Maximum Entropy appears to be
quite effective, but integrating linguistic intuition in the way it was done here is not particularly
helpful. This is not to say there aren’t other ways in which this could be done. For example, the
use of POS tagging did consistently improve baseline classifier performance in the Naïve Bayes
classifier, even though annotations did not. Incorporating regular expressions and/or NLP tasks
to actually simplify the input (such as the removal of punctuation, capital letters, stop-words and
unintelligible words here) can also improve classifier performance in Twitter’s sparse, noisy
environment. Should researchers continue searching for ways to build upon these models using
linguistic information, it may prove helpful to utilize visual thesauruses to improve the
robustness of classifications on these small units of text or to incorporate translation engines to
promote classification of corpuses that contain entries in multiple languages.
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3.4) Experiment 2: Modeling SA with User Information and Linguistic Simplification
3.4.1) Introduction
As shown in Experiment 1, current models to identify situational awareness in a group of
tweets perform no better than a baseline Maximum Entropy classifier. The main purpose of this
study is to examine other available models for classification and attempt to leverage system
information from Twitter to improve performance levels. It also experiments with the effect of
stop-word removal and word stemming on overall performance.
A recent study in sentiment analysis, assuming the property of homophily, has
successfully leveraged network information about users’ friend and follower connections and
“@” mentions to achieve statistically significant improvements in performance over classifiers
which only use textual features [23]. Another has confirmed by tracing hyperlink graphs that
sentiment on web pages is strongly influenced by immediate links and that deep cascades are
predictable; sentiment becomes more polarized with depth [14]. This sets a strong precedent for
the usefulness of external system information in classifying microblogs. System information has
also been leveraged in the domain of classifying tweets into a set of predefined categories [21].
Using profile information from tweeters as well as a limited amount of tweet history helps to
establish general tweet patterns which aid in classification [21].

Thus, we predicted that

gathering user information such as number of friends, number of followers, and location could
help classify situational awareness.
3.4.2) Methods
The event used for this study was the recent 7.4 magnitude earthquake that hit Oaxaca,
Mexico on March 20th, 2012 [12]. This is a real example of a large-scale disaster which could
have benefitted from real-time situational awareness analysis. 27 municipalities were declared
natural disaster areas, thousands of homes were damaged or destroyed, and a growing number of
civilians have been reported injured or killed [12].

1,526 English tweets containing

“#earthquake” and “Mexico,” “Guerrero,” or “Oaxaca” were pulled from Twitter and
subsequently trimmed of punctuation and converted to lower case. The same person manually
coded the presence or absence of situational awareness in all tweets. Four versions of this
dataset were made. One set consisted of the raw data detailed above, while the others were
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modified through stemming and/or stop-word removal using R. In addition to this text, user
information for each tweet was pulled; this included user ID, number of friends, number of
followers, date of tweet, user location, and geo location at the time of tweeting (if available).
This collection of data was later augmented with each user’s calculated friends:followers ratio.
Because few models have currently been explored for classifying situational awareness,
we also compared the performance of the Maximum Entropy classifier with K-Nearest
Neighbors, Neural Networks, Multivariate Adaptive Regression Splines (MARS), and decision
trees with and without boosting. Nearest Neighbor algorithms focus on the closest training
documents in the feature space to a test document and bases its decision on how these training
documents were classified. One advantage of this technique is that it could easily catch the
numerous retweets that appear on Twitter when users discuss a large-scale event. Like Naïve
Bayes, it also preserves spatial properties.

MARS, like Maximum Entropy, classifies by

performing regression on the data. It is quite flexible in that it can build complex nonlinear
regression surfaces using hinge functions. These hinges may be able to capture “outliers” in a
way that MaxEnt is too simple to do. Finally, decision trees with boosting have become quite
popular because they allow greedy decision trees to be iteratively modified using information
from documents which were classified incorrectly the first time. Thus, the decision tree is
generally pushed towards a more optimal structure by extracting weak learners from this data.
We used the AdaBoost boosting algorithm developed by [4], which is supported by the R
package GBM.
During the preprocessing stage, we found that both the date of the tweet and tweet
location were infeasible to work into our models. Plotting date against SA showed that there was
little correlation between the two.
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Figure 17: Percent SA in tweet corpus by date tweeted
Approximately 40-60% of tweets downloaded each day contained situational awareness.
We can speculate that the upward trend in the above graph from March 22nd to March 25th is due
to a rise in SA retweets and tweets about aftershocks and damage to public areas after venturing
into town during the aftermath. This was likely followed by an increase in sentimental messages
and spam after the event became more widely recognized. However, the overall variation is
quite small and unlikely to carry much predictive power.
Likewise, location information was omitted from the study due to the highly inconsistent
way in which it is stored on Twitter. Both users and tweets can be assigned locations; however,
user locations are written in plain English when a user’s account is registered, while tweet
locations are geographical coordinates that are usually determined by a user’s mobile phone at
the time of tweeting. Because it is optional to provide Twitter with locations, only 166 out of the
1,526 tweets pulled had tweet geo-location enabled, and only about half of tweets had user
locations. Geo-location was too sparse to use in classification, while user location was too
inconsistent; users may choose to enter locations at any granularity from coordinates to countries
(and can even enter strings that are not locations at all).
For these reasons, the only outside data used to enrich tweets in each classification model
were a user’s friends and followers information and linguistic preprocessing, which included
stemming and stop-word removal.
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3.4.3) Findings

Figure 18: Word clouds of tweets from the Mexico quake with SA (left) and without SA (right)

Before comparing each model, we repeatedly ran K-Nearest Neighbor with different
values of K to determine its optimal value for this task, and then did the same with the number of
boosting iterations in our boosted decision tree model:

Figure 19: Best performance is with one neighbor using stemmed tweets without stop words
30

Figure 20: Effect of number of boosting iterations on mean squared error.
Interestingly, K-Nearest Neighbor performed best with a value of 1 – reducing it to
regular Nearest Neighbor. The trend for boosting iterations was very noisy, but it appears that
after about 20 boosting iterations, additional iterations only improve the training error and not
the test error. This suggests that these additional iterations over-fit the training data without
gathering any more predictive information which might improve classification of the test data.
The performance of each of the six models used for classification after 50-fold cross
validation is detailed in Figure 21 on the page 34. (Note that mean squared error on the y-axis is
equivalent to mean error because the error of each trial is either 0 or 1, depending on whether the
result was correct or incorrect). This figure only details the results of each model with different
types of linguistic preprocessing and does not include friends and followers metadata. Analysis
of each model was also performed after adding the number of friends, number of followers, and
friends-to-followers ratio of the user to each tweet; however, this did not impact performance of
the models, and in the case of K-Nearest Neighbors slightly worsened it. Therefore, it was
excluded from the paper. This does tell us, though, that people are about equally likely to tweet
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situational awareness information regardless of whether they have many or few network
connections.
While there is some variation in performance between the models, there is no statistically
significant difference between the top-performing models of each classifier type. However,
Maximum Entropy and K-Nearest Neighbor classifiers stand out as the most consistent
classifiers. They appear to be quite resilient to minor changes in what linguistic information is
presented. Despite the fact that both of these classifiers have several (usually) mathematically
undesirable qualities, they seem surprisingly well-suited for this particular problem. The Neural
Network classifier is also of interest, as its mean performance is also high and it has fairly low
variance. However, implementing the Neural Network was only possible in one of the four trials
– when words were stemmed and stop words removed. In other trials, there were too many
variables (about 950 unique words) relative to the sample size of 1,526 tweets for it to run
successfully. Where a Neural Network could be implemented, there were only enough degrees
of freedom to construct a single hidden layer in the network, so it was very simple.
On the other hand, there are reasons besides classifier variance for choosing one of these
models over another. The fact that decision trees did not perform significantly worse than the
Maximum Entropy model is appealing because they have good explanatory power. Examining
decisions trees made for a specific type of classification can provide intuition as to what patterns
the classifier found in the data and why the classifier behaved the way it did. A researcher could
use this opportunity to add simple heuristics to this model to combat certain undesirable
behaviors ex post facto at little cost.
Another interesting observation is that different classifiers seemed to favor different
methods of preprocessing. For example, while MaxEnt preferred stemming with stop words, this
was the worst performing dataset for the MARS classifier. This may seem obvious since
different classifiers also perform differently on various types of linguistic data, but it is an
important idea to keep in mind when designing solutions to these types of problems.
Figures 22 and 23 that follow show boxplots of the proportions of false positives and
false negatives to total number of errors in the classified data. As expected, different iterations
of the same model tended to have similar false positive and false negative rates. However, the
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behavior of each model varied somewhat. Boosted decision trees and K-Nearest Neighbors had
erroneously classified data that was fairly evenly split between false positive and false negative,
whereas, regular decision trees, MARS, Neural Networks, and Maximum Entropy generally had
fewer false positives than false negatives. This means that fewer irrelevant tweets will be
returned by the classifier as containing situational awareness, but a greater proportion of relevant
tweets will be missed. Whether or not this is desirable is to a large degree a matter of personal
opinion; preferences for either type of error predominance or an evenly split error are all
defensible here. One’s preference may also depend on the type of event being investigated. For
example, one may be more willing to put up with more irrelevant tweets in the returned SA set if
the event is small than if it is large.
An advantage of having a model that trends systematically in one direction is that we can
look for ways to improve them to account for this. Doing so would also lower the model’s
overall error rate. Applying boosting to MARS, Neural Networks, and Maximum Entropy would
be one way of addressing this issue, since the purpose of boosting is to recognize these types of
classification errors.
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Figure 21: Box plots of model performances on data with different linguistic preprocessing
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Figure 22: Box plots of false positive rates for each model (fp/total error).
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Figure 22: Box plots of false negative rates for each model (fn/total error).
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3.4.4) Conclusion
The computer science community has not yet established the best ways to classify social
data or situational awareness in particular. Unfortunately, this study has shown that to be a more
difficult and case-specific problem than anticipated at the beginning of this study. While other
studies have demonstrated that preprocessing and metadata has the potential to significantly
improve model performance, this is not always the case. External data must be carefully chosen
such that it contributes unique causal information to the classifier rather than merely descriptive
information. Otherwise, this information will confound the classifier and likely increase error.
Furthermore, the type of information that can be successfully added is variable across models, so
a researcher must consider not only which model works best with their documents, but also what
type of external information it will and will not benefit from.
While this study did not identify a statistically “better” way to classify situational
awareness than what is already in practice, it made many useful comparisons between Maximum
Entropy and a number of models which had been previously untested. Since these models
performed similarly to Maximum Entropy, they may be attractive to future SA miners given their
diverse properties.
In the future, situational awareness classification would greatly benefit from further
investigation of Neural Networks using much larger datasets. While collecting and classifying
such a large amount of data may be time-consuming, it appears that Neural Networks are less
dependent on the initial training set it is given than other models. This is a highly desirable
quality because it allows one to be fairly confident after training a single classifier that it will be
a good performer, whereas other models may need to be trained multiple times to ensure a good
run. Since Maximum Entropy and Neural Networks were the highest performing classifiers, it
would be useful to investigate how they respond to boosting. Further inquiry into other ways to
incorporate external semantics into SA classification is also merited, with some possibilities
proposed in the next section.
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4) CONCLUSION
While NLP technology is still far from capable of understanding natural language at a
high level, many smaller NLP problems such as POS-tagging, word stemming, word-sense
disambiguation, parsing syntactic structure, and entity disambiguation can clearly contribute
greatly to the improvement of text mining methods. As researchers find better ways to reliably
automate these subtasks, their usefulness will only continue to increase. Working with short
texts is one area in particular which benefits significantly from NLP enrichment due to noisy,
irregular data, sparse word co-occurrence, and lack of contextual information. In social media
environments, network structure, user information, and community conventions can also be
leveraged to create more structure in the data. Bodies of short documents which are not domainspecific can be enriched by incorporating external information from Wikipedia or other sources
containing a wide variety of knowledge about the world.
Twitter is an environment which fits all three of these criteria: it is a social network
where users post short messages about a wide variety of topics. However, we have found we
have found mixed results when incorporating external knowledge in our own studies. While
previous studies have shown that utilizing NLP preprocessing, system information, and external
semantics can all improve the performance of text mining methods on tweets, knowing when it
will do so is a very complicated process which will likely need to be addressed through trial and
error.
Experiment 2 also brings the importance of model selection back to the forefront.
Although we generally consider model selection a simple matter of performance, there are many
other factors to consider as well. One of these factors is identifying models that are most able to
make use of the type of enrichment data which is available for a specific type of problem, and
this is an aspect which clearly varied in our study.
There are still other models which have not been applied to classifying microblogs, such
as Conditional Random Fields and Support Vector Machines. Our knowledge about classifying
this type of data will not be complete without a comprehensive examination of the available
models in this domain. We would also benefit in the future from adding boosting to the topperforming models and finding ways to combine methods into multi-step ensemble methods
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which could classify data at different granularities in hopes of maximizing the usefulness of the
data.
Finally, other future directions of study include identifying more preprocessing
techniques and conceiving of the best and most cost-effective ways to combine them within
various domains. Examining the robustness and compatibility of these strategies across different
models and different types of data is an important aspect of this. As shown in the experiments
above, the type of information added to a model must be carefully considered in the context of
the results desired. Information must either alter the data in such a way that it is easier for the
model to classify, or it must be predictive – more so or in a different way than other features that
are considered – rather than merely descriptive in order to have a positive effect on classification.
Furthermore, this information must be added in a way that is useful to the algorithm.
There are many ways we propose that situational awareness algorithms be modified in
this way looking forward. External semantics from Wikipedia have successfully improved
clustering algorithms, so we propose that this be investigated for situational awareness. Since
SA tweets are centered on a particular topic – a large-scale event – it may be helpful to mine
information from news sources to help determine what SA is new, what is already known, and
what information is not relevant. For breaking news, Wikipedia may not have relevant or
detailed enough information posted before it is needed; news articles come out much more
quickly.

We also propose making a corpus for irregularities such as slang, common

misspellings, emoticons, and abbreviations to help parse tweets in particular.
Situational awareness is a real-world problem that does not end at identifying relevant
information. Interfaces that further classify this information could be highly useful to emergency
response teams. Clustering SA tweets using Affinity Propagation or hierarchical topic modeling
would help organize the information that is output from the algorithms studied here, with
“exemplar” tweets providing high-level summaries about the important events that have taken
place in connection with the disaster as a whole. While location metadata for Twitter was too
sparse to manage here, extracting internal locations from tweets and grouping them – or
matching them to the tweet’s geo-location – would be useful. Disambiguating locations of
tweets and mapping them could make for an easy app for emergency responders to understand
what is happening where and strategize how to confront the many situations that quickly arise
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during emergencies in a timely manner. Attaching a scheduler to this product makes it even
more powerful. Lastly, sentiment analysis has benefitted from small corpuses of emotionally
charged words to determine a population’s feelings about a particular topic. The same could be
performed for situational awareness to help identify which tweets are most relevant. Similarly,
one can combine sentiment analysis with situational awareness in order to determine where help
is most needed through measures of urgency and negativity.
Social media and other systems that contain short bodies of unstructured text clearly
contain lots of information that we have found useful for gathering knowledge and solving
problems in a number of domains; expanding on our current capability to mine such systems
with new models and other available information will ensure we utilize this data to its full
potential.
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